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3D city models assume a central role in a growing number of applications ranging from urban planning, 
analysis and simulations, autonomous driving to city branding (Biljecki et al., 2015). For the provisioning 
of the building models contained therein, several automatic reconstruction approaches based on images, 
3D point clouds, or multiple-sources have been developed in the past two decades (Brenner, 2010; Haala 
and Kada, 2010; Wang, 2013). State of the art 3D reconstruction algorithms show impressive 
performance on particular data sets. However, due to the high degree of hand-designed 
parametrizations they apply to model explicitly intra-class variations, they have challenges to generalize 
to unseen or complex urban scenes. 

At the same time, the emerging Deep Learning techniques have achieved human level performance on a 
variety of computer vision tasks as well as in natural language processing domain. Their major advantage 
over rule-based or shallow models is that they learn hierarchical feature representations directly from 
data which leads to high generalization capabilities. Furthermore, the vectorized operations comprised 
by the underlying computational graph allow for parallel computations with powerful special purpose 
hardware like tensor core processors.  

In this work, we take steps towards an end-to-end deep learning framework for large scale 
reconstruction of polyhedral 3D building models at a level of detail (LoD) 2 as defined by CityGML 
standard. At this end we address main tasks in a data driven 3D model reconstruction approach: building 
part roof classification, roof face segmentation and local shape estimation. Our approach leverages both 
the strengths of convolutional and recurrent neural networks. 

In image domain convolutional neural networks (CNN), deep learning models that have the ability to 
efficiently exploit the spatial dependencies in data using interleaved convolutional and pooling 
operations, are state of the art for tasks such as object detection and recognition (He et al., 2017), 
semantic segmentation (Ronneberger, Fischer and Brox, 2015), local shape estimation (Eigen and Fergus, 
2015), or object retrieval (Girdhar et al., 2016).  

On the other hand, the recurrent neural networks (RNN), with their capacity to keep a memory state 
that stores relevant information towards minimizing a given objective function, have been successfully 
applied for sequence problems such as machine translation (Bahdanau, Cho and Bengio, 2014), and 
handwriting recognition (Graves, 2013) but also for obtaining variable length information from static 
images for tasks like image captioning (Johnson, Karpathy and Fei-Fei, 2016). In the form of Long-Short 
Term Memory (LSTM) they are increasingly being used to encode contextual information necessary to 
solve for instance segmentation by predicting a bounding box (Stewart, Andriluka and Ng, 2016) or mask 
(Romera-Paredes and Torr, 2016) per instance at each iteration. 

Driven by the developments in close-range image domains as well as in data acquisition techniques, 
Deep Learning methods proliferated also in remote sensing data domain. Recently, they have been 
applied for semantic parsing of aerial point cloud data (Winiwarter and Mandlburger, 2019), building 
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extraction (Zhang and Zhang, 2018) or for roof classification from aerial image (Partovi et al., 2017). Our 
work focuses on more advanced sub-tasks in the 3D building modeling pipeline. 

At first, we define a workflow to derive training datasets from the stage-wise results available in the 
RoofN3D database, a dataset generated by processing the aerial LiDAR 3D point cloud of New York City 
with a state-of-the-art 3D building reconstruction method (Wichmann et al., 2019). Further, we 
investigate the possible data representations in terms of efficiency and accuracy. Therefore we compare 
3D point cloud representation, 2D and 3D grid representations, each processed with adequate 
architectures for the roof classification task. Our study confirms that 2D grid representation, which is 
compatible with standard CNN architectures, is a good trade-off in terms of the quality of the results and 
efficiency. Ablation experiments are conducted to determine the optimal network capacity to learn a 
model from elevation maps without additional channels such as color information or pre-computed 
features.  

Further, we propose a novel end-to-end Deep Learning pipeline to 3D reconstruct buildings from ASL 
data following a half-space modelling approach (Kada and Wichmann, 2013). The implicit representation 
of a building as a set of constraints over half-spaces makes them particularly suitable to be processed 
with neural networks because they can be formulated as Boolean operations over a pre-defined number 
of half-spaces for all building parts. In this stage we model building parts defined as homogeneous solids 
with respect to their roof type and do not feature any roof superstructure.  

Specifically, we propose two modules, one for roof face segmentation and another for local geometry 
estimation. To segment roof faces, we design a convolutional encoder-decoder architecture that takes as 
input gridded point clouds representing previously extracted building parts and outputs masks 
corresponding to the roof faces composing the building part roof. Our architecture incorporates 
advanced features of state of the art CNN architectures to optimally leverage spatial dependencies in the 
data. To account for unevenly represented segment classes we design a weighted cost function. 
Currently we experiment with three roof types and eleven roof face classes. The classes are distinguished 
with respect to roof type and orientations of the roof faces. 

The second module takes as input a rasterized point cloud patch representing a building part roof and 
outputs a sequence of orientation parameters corresponding to roof faces featured in the data. It 
consists of a convolutional encoder that extracts suitable features for orientation estimation and a 
recurrent decoder in form of Long-Short Term Memory (LSTM) units that jointly predicts a sequence of 
orientation parameters corresponding to roof faces. To train our model we designed a loss function that 
in addition to matching the predicted orientations to the ground truth also encourages the model to 
learn the number of the orientation parameters to be predicted per building part. Our models achieve 
99% accuracy on a balanced test set for roof classification and 92% mean Intersection over Union for 
roof segmentation. To evaluate the quality of the orientation parameters we compute the spherical 
angles for each roof face from the predicted parameters and compare with those computed from ground 
truth. 65% of the computed angles have deviations within a 5 degrees threshold. 
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