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Over the last decades, technological advances in in-situ and remote sensing technology have 
opened up new ways to generate digital representations of real-world surfaces. LiDAR (Light 
Detection and Ranging) and a combination of high-resolution imagery and photogrammetric 
analyses are established technologies to derive 3D point clouds automatically, that represent 
real-world objects and environments based on discrete, unstructured collections of 3D 
geometric points. As opposed to designing 3D models by hand, in-situ and remote sensing 
requires only minimal manual input (e.g., to configure the sensing device), while being able 
to capture assets, buildings, cities, or complete countries with unprecedented speed and 
precision. As an example, state-of-the-art laser scanners may capture millions of points per 
second, generating highly detailed point clouds of individual sites (e.g., several points per 
square centimeter) within few hours. Larger areas can be covered by attaching the scanning 
device to a moving vehicle, such as cars or unmanned aircraft systems (UAS), resulting in 
massive point clouds that may contain several billion points and terabytes of raw data. Due 
to its increased affordability and effectiveness, communities worldwide have started to 
intensify the use of in-situ and remote sensing technology by conducting scans more 
regularly (e.g., once a year) and by combining different capturing methods, such as aerial 
laser scanning and mobile mapping. Hence, 3D point clouds nowadays represent a universal 
type of geodata that is highly relevant for a growing number of applications in diverse areas 
such as land surveying and landscape architecture, urban planning and development, 
environmental monitoring, and disaster management. 
 
Traditional procedural, heuristic, or empiric-based analysis and classification algorithms for 
geodata commonly rely on data being well structured, unambiguous, complete, and regular. 
Unfortunately, neither applies to 3D point clouds, that are by their very nature unordered, 
fuzzy, and noisy. As an alternative, the use of artificial intelligence has become increasingly 
popular in recent years: Rather than applying manually defined, sophisticated, and rigid 
rules sets, machine learning concepts focus on locating recurring properties and structures 
within a data set based on dynamic rule sets that are learned evolutionary from a set of 
representative sample data. The resulting analysis techniques (1) tend to be more flexible 
towards a point cloud’s inherent fuzziness and (2) facilitate taking advantage of modern GPU 
architectures, as they can be broken down into several independent, atomic operations on 
small subsets of the data.  
 
In this talk, we discuss the potential of artificial intelligence for geospatial applications with a 
particular focus on 3D point cloud analysis and demonstrate how machine learning concepts 
and GPU architectures can be combined to efficiently and reliably classify large-scale 3D 
point clouds. We present deep learning techniques that can be applied to highly detailed 3D 
point clouds, allowing to detect arbitrary objects and structures within. We demonstrate the 
practicability of the proposed techniques based on several case studies using mobile 
mapping data from rail as well as road networks. Using a modular, configurable processing 
chain and a small training data set, the captured raw data was labeled as, e.g., road 
markings, poles, signals, buildings, vegetation, and ground. During the talk, we will give 
insights into the technologies and concepts used along this processing chain, addressing the 
following stages: 
 



- Training Data Generation. Representative, detailed, and precisely labeled sample 
data is a prerequisite for a successful machine learning based analysis. We present 
processing, rendering, and interaction techniques that facilitate the labeling process 
for arbitrary data sets. 

- Point Cloud Preprocessing. Additional geodata (e.g., ground penetrating radar) and 
per-point features (e.g., surface normals) can significantly improve results of a 
machine learning based classification. However, calculating such features (or 
mapping them onto a 3D point cloud), can be quite time-consuming. We discuss how 
spatial data structures and out-of-core processing strategies can be used to speed up 
this process even for massive data sets.  

- Point Cloud Segmentation. As a core operation for 3D point clouds, a segmentation 
subdivides a given data set into subsets that outline distinct semantic structures 
within the data. Depending on the semantics learned from the training data, this can 
refer to simple structures (e.g., planes, poles) or to detailed object categories (e.g., 
individual buildings, road markings). We describe how deep learning concepts allow 
to efficiently predict such information. 

- Object Classification and Shape Recognition. Following up on a successful 
segmentation, individual/actual objects need to be derived from the yet unlabeled, 
preliminary results. In the case of distinct 3D structures (e.g., buildings, vegetation, 
persons), object labels can be directly derived from the labeled 3D point cloud 
serving as training data. To distinguish object categories that only differ in 2D 
information such as their color or intensity (e.g., street signs, road markings) it can be 
beneficial to combine neural networks operating directly on 3D point clouds with 
such being trained for 2D images. We present examples for both scenarios. 

- Visualization of Results. As a conclusion, we show how the extracted semantics can 
be efficiently visualized, allowing users to interactively explore and inspect arbitrary 
large and dense point clouds in the web. Our web-based rendering system integrates 
additional data layers of point clouds and applies specialized filtering and highlighting 
techniques to facilitate the recognition of objects and semantics within point cloud 
depictions. 
 

The presented results show that a deep learning-based classification opens up new ways to 
automatically process and analyze large-scale 3D point clouds as required by a growing 
number of applications and systems, especially in comparison to explicitly programmed GIS 
implementations.  
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